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You could say whisky doesn’t 
taste of itself but borrows from 

other things in differing degrees. Even 
describing a particular whisky – a much 
simpler task – means digging through 
memories as you taste to unearth a pile 
of � avour references. 
 The words we use to put a name 

to whisky’s � avours come largely from 
nature, and there are hundreds of them. 
Nuts, fruits, spices, tobacco, leather, 
honey, heather, iodine, moss, hay, rubber... 
Tasting, identifying and describing � avour 
is a skill that can be learned, but novice 
tasters are often left groping in the dark 
and hoping for someone to guide them. 

Navigation tools
For the past forty years or so drinkers 
have had � avour wheels to guide them 
through this sea of � avour terms. The 
Scotch Whisky Research Institute 
created the � rst wheel in 1979, and 
others have followed since.
 Other more recent attempts at 
explaining whisky’s range of � avours 
include plotting individual whiskies 
on a two-dimensional grid. Often the 
axes will contrast � avour with intensity. 
Diageo’s Single Malt Whisky Flavour 
Map is the basis upon which most of 
these grids build.
 What these tools have in common 
is that they attempt to standardise how 
we talk about � avour. By imposing a 
framework, the theory goes, these 

Beyond the � avour wheels…
Exploring the language of whisky’s range of � avours
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  BY ANTHONY GLADMAN

How would you describe whisky to someone who had 
never tasted it before? Not a particular whisky, just 
whisky in general. Dif� cult, isn’t it? But a project in the 
USA is using machine learning to create descriptors 
that will revolutionise our ability to talk about aromas, 
tastes and � avours.
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tools introduce consistency in the way 
� avours are described. This will, in turn, 
allow meaningful comparisons to be 
made between different tasting notes.
 Drinks writer and educator Dave 
Broom, who helped to develop the 
Diageo chart, recognises the impor-
tance of consistency in describing 
� avours, but says change is inevitable 
from one tasting to the next.
 “The room will be different, the 
temperature, the time of day, your 
mood, the comparative set, even 
changing the order of the � ight. It is a 
dynamic process. You have to be open 
to the fact that some � avours will be 
heightened on one occasion, others 
may appear in others. A tasting note 
therefore is a composite of different 
occasions.”
 But what if we could build a � avour 
lexicon based not on distillers’ expertise 
but on the language ordinary drinkers in 
their thousands use to describe whisky?
 Soon we may have a new way 
to explore whisky’s � avours and the 
relationships that connect them. 
Researchers at Virginia Polytechnic 
Institute and State University, commonly 
known as Virginia Tech, are using 
machine learning to create a tool 
that can extract � avour lexicons from 
published reviews. The tool will also 
create detailed and interactive visual-

isations which will allow users to 
explore in depth how these � avours are 
grouped together.
 The project is led by Jacob Lahne 
and Leah Hamilton, from the univer-
sity’s department of Food Science 
and Technology, assisted by data 
consultants Chreston Miller and Michael 
Stamper from the university’s libraries.
 Once completed, the tool could 
create detailed � avour guides tailored 
to American, Japanese or Irish whiskies 
(or for that matter, beer, coffee, wine, 
cider...) but to begin with the team 
settled on American whiskies after 
noting that the standard � avour wheels 
were dominated by terms relating to 
Scotch whiskies.
 Lahne and his colleagues use 
natural language processing and a 
deep learning network to analyse 6,500 
reviews, each between 50 to 100 words 
long, that were published on the Whisky 
Advocate and Whisky Cast websites.
 “We don’t know anyone else who has 
tried to take these reviews, which are in 
descriptive but messy natural language, 
and systematically analyse them this 
way,” says Lahne. “People care about 
taste deeply. Whisky lives or dies by 
sensory perception. These reviews are in 
metaphorical, messy, natural language. 
What we’re trying to get to is some 
shared concept about taste.”

Putting � avour into words
The � rst step was to teach the algorithm 
to pick out which words the reviewers 
used to describe � avour. In this way 
the tool can build a list of all the � avour 
descriptors within the data that were 
associated with whisky. It will also 
identify which words are related and 
describe the same � avour.
 Creating an exhaustive list of � avour 
descriptors is impossible. As long as 
there are new people tasting whisky, 
there will always be a potential for new 
comparisons to be drawn, new descrip-
tors to be found.
 Once Lahne and his colleagues had 
trained the tool to extract descriptors 
from the reviews, they then needed 
to train it to identify which ones were 
useful. The point of describing a 
� avour is to communicate it. If done 
well, someone who has never tasted a 
particular whisky will still be able to form 
an idea of it in their mind.
 “I try to get the main points in early,” 
says Broom. “State the aroma simply – 
fragrant, fruity, smoky – then drill down 
into speci� cs. Many descriptors simply 
do not translate. So, when I am working 
in Asia in particular I will often concen-
trate more on texture and mouthfeel. 
Also give an idea of the general feeling 
of the whisky. The key is � nding the 
best way to engage with an audience.”

The Whisky Flavour Map, produced by Dave Broom and Diageo 
Scotland Limited. On the vertical axis, whiskies are plotted as to how 
smoky or delicate they are, while the horizontal axis plots whiskies 
on their light or rich qualities. Malts with a circle symbol are part of 
the Classic Malts Selection owned by Diageo Scotland Limited

The Flavour Wheel of the Scotch Whisky Research Institute, 
Edinburgh. © The Scotch Whisky Research Institute. Based on 
Shortreed, Rickards, Swan & Burtles, The � avour terminology of 
Scotch whisky, Brewers’ Guardian (Nov 1979)
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 Descriptors lose their power to 
communicate as they grow more 
personal. Telling me a whisky tastes of 
your beloved granny’s blanket box may 
nail its � avour down for you but doesn’t 
help me much. She’s not my granny. 
I’ve never been to her house, wandered 
up to her bedroom, opened up her 
blanket box and inhaled its particular 
aromas. But if, on the other hand, you 
told me it smelled of camphor, candle 
wax and lavender then we’d be getting 
somewhere.
 “One metric for that is this empir-
ical measurement in natural language 
processing called term frequency-in-
verse document frequency, often 
called TF-IDF,” Lahne explains. “Very 
frequent terms tend to be mean-
ingless – if all whisky is described 
as ‘whisky-� avoured’ that’s not 
particularly meaningful. Very infre-
quent terms, while certainly better at 
pointing to a particular review, also 
probably aren’t super meaningful. 
So, TF-IDF is a ratio that attempts to 
balance those two things.”
 Filtering for words that fall in 
the sweet spot between over- and 
under-use results in 400 to 600 unique 
descriptors. Lahne says this is a much 
larger set than other methods provide. 
For example, the whisky aroma wheel 
developed by the Scotch Whisky 
Research Institute, and later revised by 
Charles MacLean, contains 205 terms.
 Lahne says models such as � avour 

wheels will never be entirely accu-
rate. “It depends what the purpose is. 
For describing reality it will never be 
completely adequate. Let’s say we have 
4,000 unique whiskies, give or take. 
 “It’s impossible for humans to taste 
through all of those at one time. Part 
of the project’s goal was to be more 
inclusive, to be more re� ective of what 
might be happening in reality, and 
the words that people might use to 
describe this. It will never be perfect 
but we’re excited about our ability to 
look at breadth.”

Grouping like with like
The researchers’ algorithm also learns 
how to group � avours together. It does 
this autonomously, meaning that it can 
create meaningful categorisations no 
matter what data it is working on.
 Through this it became clear that 
perhaps unsurprisingly, certain � avours 
attracted more synonyms than others. 
Peat, for instance, gathered a whole 
� otilla of synonyms to attend its stately 
progress downstream. 
 “There is an entire world of different 
terms used to describe this peat 
� avour,” says Hamilton. The compar-
isons found included tar, seaweed, 
sauce, camp� re, barbecue, salty, sea, 
medicine, peaty, ashy, brine, smokey, 
and heather. 
 “I guess whisky reviewers just get 
tired of saying ‘peat’.” (Or perhaps, 
I suggest, it’s their editors who are 

tired of the word and are demanding 
synonyms.)
 The tool also produced a group of 
terms associated with ageing whisky 
in new oak barrels: walnut, coffee, 
savoury, cherry, tannin, prune, and 
treacle. “These are de� nitely in other 
wheels but they’re not usually grouped 
together as far as I’ve seen, so our best 
theory was that this was the in� uence 
of the new-oak aged bourbons in the 
sample set. 
 “It would have been better con� r-
mation to have vanilla in there, but 
that is described most often along-
side the tropical fruits – and custard, 
interestingly.”
 “These are only words that were 
used in at least 64 reviews, which is a 
necessary step to get stable results,” 
says Hamilton, “but it does mean 
we’re certainly losing some of the more 
creative ways of describing peat � avour 
like ‘smoked salmon’, which comes 
up a few times, and ‘wet sand’, which 
boggles my mind a bit.”
 Hamilton says she has also been 
concentrating on words correlated with 
the quality of the whiskies reviewed. 
“Not at all surprisingly, the most 
highly-correlated word with expen-
sive whiskies in our dataset is ‘price’. 
Also high up there are mentioning the 
whisky was aged in Oloroso sherry 
casks, ‘long’ (as in long � nish), ‘whiff’, 
‘complex’ – and a subset of words I’d 
call only half-descriptive like the ‘drop’ 
from lemon drop. The actual descriptors 
are, unsurprisingly, mostly related to 
extended wood-ageing like ‘tannin’.”
 Another thing the researchers noticed 
was a high amount of � avour descriptors 
that were in� uenced by British culture: 
‘kipper’ for peaty � avours, ‘treacle’ for 
sweetness, and the frequent use of 
‘blackcurrant’. None of these � avours are 
often encountered in the USA.
 “Despite the fact that we are 
slightly more interested in the American 
whiskies, the dataset is still mostly 
Scotches,” Hamilton explains. “A lot of 
that is just the reviewer culture.
 Both of these websites have a lot of 
reviews and they go back several years 
to a time when American whisky was 
not seen as being as prestigious or as 
worthy of attention.”

How will it look?
The � nal step for the researchers, after 
extracting and grouping the � avour 
lexicon, is to present this information in 
a way that people can use. This is still a 
little way off. Lahne says his team hope 

University Libraries’ data consultant Chreston Miller (left) and Department of Food Science 
and Technology researchers Jacob Lahne and Leah Hamilton discuss whiskey research data. 
(Photo: Trevor Finney for Virginia Tech)
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to have something ready in early 2021. 
But they are busy working on proto-
types already.
 “In sensory science we do all kinds 
of maps and visualisations that are often 
a lot of two-dimensional plots,” says 
Lahne. “They’ll often try to map prod-
ucts against descriptors, for example. 
They can be dif� cult to read sometimes 
but I think they’re also very powerful. 
One of the exciting things about this 
project is I think we’re � nding new ways 
to visualise � avour. We have this pithy 
‘seeing � avours’ name for it.”
 Lahne shows me an interactive 
word cloud in which clustered galaxies 
of words � oat around each other. 
Terms are interconnected by hundreds, 
perhaps thousands, of spidery lines that 
run in all directions. The peat terms form 
a large cluster that gains more detail as 
you zoom in – there’s the iodine, there’s 
the ash, there are the kippers. 
 Follow one of the lines and you 
� nd yourself drifting over into another 
group, the brown-and-sweet cloud. 
Next to that pineapple, mango, papaya, 
and coconut coalesce in a tropical-
and-citrus group. Again, it is the neural 
network that decides upon the group-
ings. “We look at this so often that I 

forget that it’s neat that it’s � gured that 
out,” says Lahne.
 For Hamilton what matters most is 
that the results are accessible to a wide 
audience. “We’re not doing anything 
that would impress Google,” she says. 
“I like computer science and I think 
there is a lot of interesting work going 
on there – and there are so many rapid 
and amazing advances. Often the piece 
that’s missing is the translation of those 
to the people that need it.”

Understanding as well as 
identifying
How useful will such a tool be to whisky 
enthusiasts hoping to learn more about 
its � avours? Broom says tools such as 
� avour wheels are helpful, but only up 
to a point. “They are a starting point, 
they can be a support, but they are not 
gospel.”
 He says that one of the problems is 
they can put ideas into your head while 
you’re tasting. “Much better to join a 
club, be with people, learn your own 
palate and your own ways of describing 
a whisky,” he says. 
 “Everyone will be very sensitive to 
some aromas, but less so with others. 
Some people pick up sulphur at low 

levels, some are almost blind to it. 
Everyone also has their own set of 
triggers from their past. The key is not 
identifying a � avour but knowing what 
that � avour means.”
 The tool being built at Virginia Tech 
is still in its early stages of develop-
ment. What we’re really seeing is, 
I believe, a proof of concept. The 
results from this stage promise to be 
fascinating, but don’t expect them to 
differ too radically from what we know 
already about the way whisky – and 
particularly Scotch – tastes.
 The data it is built upon may itself 
lean heavily on the � avour wheels of 
the past, but that doesn’t matter. Once 
built, the tool can be used on other 
data. It can be trained on categories for 
which there are no � avour wheels, no 
agreed-upon lexicons. 
 Or it can bypass existing tools 
altogether and gather its data straight 
from the horse’s mouth. In beer, for 
example, it could pull from the vast 
repository of reviews submitted by 
untappd users. A survey on such 
a scale has never been imaginable 
before but soon it may be within our 
grasp, and it would reveal how ordinary 
drinkers really talk about � avour.

Join a club, be with people, learn your 
own palate and your own ways of 
describing a whisky. (Photo: iStock.
com/Andrey Bukreev)
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